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• content-based attention

• location-based attention

• soft vs. hard attention

• case study: Show, Attend and Tell

• self-attention

• case study: Transformer networks

Previously on COMP541
Illustration: DeepMind



Lecture overview
• graph structured data

• graph neural nets (GNNs)

• GNNs for ”classical” network problems

• Disclaimer: Much of the material and slides for this lecture were borrowed from 
—Yujia Li and Oriol Vinyals' tutorial on Graph Nets
—Thomas Kipf’s talk on structured deep models: deep Learning on graphs and beyond
—Minji Yoon’s CMU 10707 slides
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Deep Learning

Deep neural nets that exploit: 
• translation equivariance (weight sharing)

• hierarchical compositionality 
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Speech data

Natural language
processing (NLP)

Grid games



Modeling Structured Data
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output

Unstructured Data

sequences

visual data

Graph Structured DataData with Rigid Structure



Modeling Structured Data
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What is a graph
• A graph is composed of

– Nodes (also called vertices)
– Edges connecting a pair of nodes

  presented in an adjacency matrix
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What is a graph
• A graph is composed of

– Nodes (also called vertices)
– Edges connecting a pair of nodes

  presented in an adjacency matrix

• Nodes can have feature vectors
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Graph structured data  
• A lot of real-world data does not “live” on grids 
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Standard deep learning architectures 
like CNNs and RNNs don’t work here! Road maps

Protein interaction
networks

Social networks
Citation networks 
Communication networks 
Multi-agent systems

Molecules

Knowledge graphs



Graph Neural Networks have a large 
impact on...

10



Graph Neural Networks have a large 
impact on...
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Graph Neural Networks have a large 
impact on...
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A very hot research topic

13Slide credit: P. Veličković



Recipe for a good model for graphs
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• Handle different types of graph prediction problems
Requires: Representations for graphs, nodes and edges

• Handle graphs of varying sizes and structure
Requires: A parametrization independent of graph size and structure

• Handle arbitrary node ordering
Requires: A model invariant to node permutations

• Utilize graph structure
Requires: A mechanism to communicate information on graphs



What is Graph Neural Network?
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Problem definition
• Given

– A graph
– Node attributes
– (part of nodes are labeled)

• Find
– Node embeddings

• Predict
– Labels for the remaining nodes
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Graph Neural Networks (GNNs)
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Target Node

“Homophily: connected nodes are 
related/informative/similar” 
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18

“Homophily: connected nodes are 
related/informative/similar” 



Graph Neural Networks (GNNs)
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“Homophily: connected nodes are 
related/informative/similar” 



Graph Neural Networks (GNNs)
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Graph Neural Networks (GNNs)
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Friend 
recommendation

Product 
recommendation

Fraud detection

Churn prediction



Graph Neural Networks (GNNs)
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Target Node



Graph Neural Networks (GNNs)
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Target Node



Graph Neural Networks (GNNs)
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Target Node
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Graph Neural Networks (GNNs)

25

Target Node

𝑿𝑨 

𝑿𝑨 

𝑿𝑨 

𝑿𝑪 

𝑿𝑩 

𝑿𝑬 

𝑿𝑭 

1st layer 0th layer

NN(0)

NN (0)

NN
(0)𝒉𝑩(𝟏) 

𝒉𝑪(𝟏) 

𝒉𝑫(𝟏) 



Graph Neural Networks (GNNs)
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Graph Neural Networks (GNNs)
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Neighbors of node A

1. Aggregate messages from neighbors

neighboring nodes of 𝑣
aggregation function at 𝑙-th layer

message vector of 𝑣 at 𝑙-th layer

node embedding of 𝑣 at 𝑙-th layer

Neighbors of node A



Graph Neural Networks (GNNs)
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Neighbors of node A

1. Aggregate messages from neighbors

2. Transform messages
transformation function at 𝑙-th layer

Neighbors of node A



Graph Neural Networks (GNNs)
In each layer 𝑙 , 
for each target node 𝑣:

1. Aggregate messages

2. Transform messages
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Graph Neural Networks (GNNs)
In each layer 𝑙 , 
for each target node 𝑣:

1. Aggregate messages

2. Transform messages
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Graph Neural Networks (GNNs)
In each layer 𝑙 , 
for each target node 𝑣:

1. Aggregate messages

2. Transform messages
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GNN models mostly differ 
in how these functions are 
defined..



Graph Neural Networks (GNNs)
In each layer 𝑙 , 
for each target node 𝑣:

1. Aggregate messages

2. Transform messages
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Graph Neural Networks (GNNs)
Graph Convolutional 
Networks[1]

1. Aggregate messages

2. Transform messages
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[1] Kipf, Thomas N., et al. "Semi-supervised 
classification with graph convolutional networks."



Recap: Convolutional neural networks (on grids)

34

(Animation by
Vincent Dumoulin) 

Single CNN layer
with 3x3 filter:



Recap: Convolutional neural networks (on grids)
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(Animation by
Vincent Dumoulin) 

Single CNN layer
with 3x3 filter:

h0
<latexit sha1_base64="qbGjBof6uWNMbDuRhmy/fSLnPss=">AAAB9XicbVDLSgMxFL3xWeur6tJNsAiuykwVdFl047KCfUA7lkyaaUMzmSHJKGWY/3DjQhG3/os7/8ZMOwttPRA4nHMv9+T4seDaOM43WlldW9/YLG2Vt3d29/YrB4dtHSWKshaNRKS6PtFMcMlahhvBurFiJPQF6/iTm9zvPDKleSTvzTRmXkhGkgecEmOlh35IzNgP0nE2SJ1sUKk6NWcGvEzcglShQHNQ+eoPI5qETBoqiNY914mNlxJlOBUsK/cTzWJCJ2TEepZKEjLtpbPUGT61yhAHkbJPGjxTf2+kJNR6Gvp2Mk+pF71c/M/rJSa48lIu48QwSeeHgkRgE+G8AjzkilEjppYQqrjNiumYKEKNLapsS3AXv7xM2vWae16r311UG9dFHSU4hhM4AxcuoQG30IQWUFDwDK/whp7QC3pHH/PRFVTsHMEfoM8f3d+Svw==</latexit>

h1
<latexit sha1_base64="phhTuK/mdfKyPkPZcnwtHvB/ft8=">AAAB9XicbVDLSgMxFL3xWeur6tJNsAiuykwVdFl047KCfUA7lkyaaUMzmSHJKGWY/3DjQhG3/os7/8ZMOwttPRA4nHMv9+T4seDaOM43WlldW9/YLG2Vt3d29/YrB4dtHSWKshaNRKS6PtFMcMlahhvBurFiJPQF6/iTm9zvPDKleSTvzTRmXkhGkgecEmOlh35IzNgP0nE2SN1sUKk6NWcGvEzcglShQHNQ+eoPI5qETBoqiNY914mNlxJlOBUsK/cTzWJCJ2TEepZKEjLtpbPUGT61yhAHkbJPGjxTf2+kJNR6Gvp2Mk+pF71c/M/rJSa48lIu48QwSeeHgkRgE+G8AjzkilEjppYQqrjNiumYKEKNLapsS3AXv7xM2vWae16r311UG9dFHSU4hhM4AxcuoQG30IQWUFDwDK/whp7QC3pHH/PRFVTsHMEfoM8f32SSwA==</latexit>

hi
<latexit sha1_base64="Jr5tVz/PSl7Bu7UvRtELReweTFI=">AAAB9XicbVDLSgMxFL3xWeur6tJNsAiuykwVdFl047KCfUA7lkyaaUMzmSHJKGWY/3DjQhG3/os7/8ZMOwttPRA4nHMv9+T4seDaOM43WlldW9/YLG2Vt3d29/YrB4dtHSWKshaNRKS6PtFMcMlahhvBurFiJPQF6/iTm9zvPDKleSTvzTRmXkhGkgecEmOlh35IzNgP0nE2SHk2qFSdmjMDXiZuQapQoDmofPWHEU1CJg0VROue68TGS4kynAqWlfuJZjGhEzJiPUslCZn20lnqDJ9aZYiDSNknDZ6pvzdSEmo9DX07mafUi14u/uf1EhNceSmXcWKYpPNDQSKwiXBeAR5yxagRU0sIVdxmxXRMFKHGFlW2JbiLX14m7XrNPa/V7y6qjeuijhIcwwmcgQuX0IBbaEILKCh4hld4Q0/oBb2jj/noCip2juAP0OcPNIuS+A==</latexit>

. . .
<latexit sha1_base64="D8NZwhGRc3SadH+lq9NyH2X2S6M=">AAAB7HicbVBNS8NAFHzxs9avqkcvi0XwVJIq6LHoxWMF0xbaUDbbTbt0swm7L0IJ/Q1ePCji1R/kzX/jts1BWwcWhpk37HsTplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k9wYJmn6l6tbcOcgq8QpShQLNfuXL5lgWc4VMUmO6nptikFONgkk+Lfcyw1PKxnTIu5YqGnMT5PNlp+TcKgMSJdo+hWSu/k7kNDZmEod2MqY4MsveTPzP62YY3QS5UGmGXLHFR1EmCSZkdjkZCM0ZyokllGlhdyVsRDVlaPsp2xK85ZNXSate8y5r9YerauO2qKMEp3AGF+DBNTTgHprgAwMBz/AKb45yXpx352MxuuYUmRP4A+fzB/K2jsY=</latexit>



Recap: Convolutional neural networks (on grids)
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(Animation by
Vincent Dumoulin) 

Single CNN layer
with 3x3 filter:

h0
<latexit sha1_base64="qbGjBof6uWNMbDuRhmy/fSLnPss=">AAAB9XicbVDLSgMxFL3xWeur6tJNsAiuykwVdFl047KCfUA7lkyaaUMzmSHJKGWY/3DjQhG3/os7/8ZMOwttPRA4nHMv9+T4seDaOM43WlldW9/YLG2Vt3d29/YrB4dtHSWKshaNRKS6PtFMcMlahhvBurFiJPQF6/iTm9zvPDKleSTvzTRmXkhGkgecEmOlh35IzNgP0nE2SJ1sUKk6NWcGvEzcglShQHNQ+eoPI5qETBoqiNY914mNlxJlOBUsK/cTzWJCJ2TEepZKEjLtpbPUGT61yhAHkbJPGjxTf2+kJNR6Gvp2Mk+pF71c/M/rJSa48lIu48QwSeeHgkRgE+G8AjzkilEjppYQqrjNiumYKEKNLapsS3AXv7xM2vWae16r311UG9dFHSU4hhM4AxcuoQG30IQWUFDwDK/whp7QC3pHH/PRFVTsHMEfoM8f3d+Svw==</latexit>
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<latexit sha1_base64="phhTuK/mdfKyPkPZcnwtHvB/ft8=">AAAB9XicbVDLSgMxFL3xWeur6tJNsAiuykwVdFl047KCfUA7lkyaaUMzmSHJKGWY/3DjQhG3/os7/8ZMOwttPRA4nHMv9+T4seDaOM43WlldW9/YLG2Vt3d29/YrB4dtHSWKshaNRKS6PtFMcMlahhvBurFiJPQF6/iTm9zvPDKleSTvzTRmXkhGkgecEmOlh35IzNgP0nE2SN1sUKk6NWcGvEzcglShQHNQ+eoPI5qETBoqiNY914mNlxJlOBUsK/cTzWJCJ2TEepZKEjLtpbPUGT61yhAHkbJPGjxTf2+kJNR6Gvp2Mk+pF71c/M/rJSa48lIu48QwSeeHgkRgE+G8AjzkilEjppYQqrjNiumYKEKNLapsS3AXv7xM2vWae16r311UG9dFHSU4hhM4AxcuoQG30IQWUFDwDK/whp7QC3pHH/PRFVTsHMEfoM8f32SSwA==</latexit>

hi
<latexit sha1_base64="Jr5tVz/PSl7Bu7UvRtELReweTFI=">AAAB9XicbVDLSgMxFL3xWeur6tJNsAiuykwVdFl047KCfUA7lkyaaUMzmSHJKGWY/3DjQhG3/os7/8ZMOwttPRA4nHMv9+T4seDaOM43WlldW9/YLG2Vt3d29/YrB4dtHSWKshaNRKS6PtFMcMlahhvBurFiJPQF6/iTm9zvPDKleSTvzTRmXkhGkgecEmOlh35IzNgP0nE2SHk2qFSdmjMDXiZuQapQoDmofPWHEU1CJg0VROue68TGS4kynAqWlfuJZjGhEzJiPUslCZn20lnqDJ9aZYiDSNknDZ6pvzdSEmo9DX07mafUi14u/uf1EhNceSmXcWKYpPNDQSKwiXBeAR5yxagRU0sIVdxmxXRMFKHGFlW2JbiLX14m7XrNPa/V7y6qjeuijhIcwwmcgQuX0IBbaEILKCh4hld4Q0/oBb2jj/noCip2juAP0OcPNIuS+A==</latexit>

. . .
<latexit sha1_base64="D8NZwhGRc3SadH+lq9NyH2X2S6M=">AAAB7HicbVBNS8NAFHzxs9avqkcvi0XwVJIq6LHoxWMF0xbaUDbbTbt0swm7L0IJ/Q1ePCji1R/kzX/jts1BWwcWhpk37HsTplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k9wYJmn6l6tbcOcgq8QpShQLNfuXL5lgWc4VMUmO6nptikFONgkk+Lfcyw1PKxnTIu5YqGnMT5PNlp+TcKgMSJdo+hWSu/k7kNDZmEod2MqY4MsveTPzP62YY3QS5UGmGXLHFR1EmCSZkdjkZCM0ZyokllGlhdyVsRDVlaPsp2xK85ZNXSate8y5r9YerauO2qKMEp3AGF+DBNTTgHprgAwMBz/AKb45yXpx352MxuuYUmRP4A+fzB/K2jsY=</latexit>

hi 2 RF
<latexit sha1_base64="lLk1F27F8DWO3iiEmWaQeT2KfeA=">AAACCnicbVDLSsNAFJ34rPUVdelmtAiuSlIFXRYFcVnFPqCJZTKdtEMnkzAzEcqQtRt/xY0LRdz6Be78GydtFtp64MLhnHu5954gYVQqx/m2FhaXlldWS2vl9Y3NrW17Z7cl41Rg0sQxi0UnQJIwyklTUcVIJxEERQEj7WB0mfvtByIkjfmdGifEj9CA05BipIzUsw+8CKlhEOph1tM0gx7lcCoF+ja711dZz644VWcCOE/cglRAgUbP/vL6MU4jwhVmSMqu6yTK10goihnJyl4qSYLwCA1I11COIiJ9PXklg0dG6cMwFqa4ghP194RGkZTjKDCd+ZVy1svF/7xuqsJzX1OepIpwPF0UpgyqGOa5wD4VBCs2NgRhQc2tEA+RQFiZ9MomBHf25XnSqlXdk2rt5rRSvyjiKIF9cAiOgQvOQB1cgwZoAgwewTN4BW/Wk/VivVsf09YFq5jZA39gff4A7OubCg==</latexit>

are (hidden layer) activations of a pixel/node



Recap: Convolutional neural networks (on grids)
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(Animation by
Vincent Dumoulin) 

Single CNN layer
with 3x3 filter:
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. . .
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hi 2 RF
<latexit sha1_base64="lLk1F27F8DWO3iiEmWaQeT2KfeA=">AAACCnicbVDLSsNAFJ34rPUVdelmtAiuSlIFXRYFcVnFPqCJZTKdtEMnkzAzEcqQtRt/xY0LRdz6Be78GydtFtp64MLhnHu5954gYVQqx/m2FhaXlldWS2vl9Y3NrW17Z7cl41Rg0sQxi0UnQJIwyklTUcVIJxEERQEj7WB0mfvtByIkjfmdGifEj9CA05BipIzUsw+8CKlhEOph1tM0gx7lcCoF+ja711dZz644VWcCOE/cglRAgUbP/vL6MU4jwhVmSMqu6yTK10goihnJyl4qSYLwCA1I11COIiJ9PXklg0dG6cMwFqa4ghP194RGkZTjKDCd+ZVy1svF/7xuqsJzX1OepIpwPF0UpgyqGOa5wD4VBCs2NgRhQc2tEA+RQFiZ9MomBHf25XnSqlXdk2rt5rRSvyjiKIF9cAiOgQvOQB1cgwZoAgwewTN4BW/Wk/VivVsf09YFq5jZA39gff4A7OubCg==</latexit>

are (hidden layer) activations of a pixel/node

Update for a single pixel:

• Transform messages individually

• Add everything up

Wihi
<latexit sha1_base64="xKCFIedieVtHFAhdImf5Ncktejs=">AAACBnicbVDLSsNAFL3xWesr6lKEwSK4KkkVdFl047KCfUAbwmQ6aYdOHsxMhBKycuOvuHGhiFu/wZ1/4ySNoK0HBs49517m3uPFnEllWV/G0vLK6tp6ZaO6ubW9s2vu7XdklAhC2yTikeh5WFLOQtpWTHHaiwXFgcdp15tc5373ngrJovBOTWPqBHgUMp8RrLTkmkeDAKux56fdzE1Zhn7KcVG6Zs2qWwXQIrFLUoMSLdf8HAwjkgQ0VIRjKfu2FSsnxUIxwmlWHSSSxphM8Ij2NQ1xQKWTFmdk6EQrQ+RHQr9QoUL9PZHiQMpp4OnOfEs57+Xif14/Uf6lk7IwThQNyewjP+FIRSjPBA2ZoETxqSaYCKZ3RWSMBSZKJ1fVIdjzJy+STqNun9Ubt+e15lUZRwUO4RhOwYYLaMINtKANBB7gCV7g1Xg0no03433WumSUMwfwB8bHN2yDmbw=</latexit>X

i

Wihi

<latexit sha1_base64="JKFanzPqX1q+4BB3Ph8Ek9VEgxk=">AAACD3icbVC7TsMwFHV4lvIKMLJYVCCmKilIMFawMBaJPqQmihzXaa3aTmQ7SFXUP2DhV1gYQIiVlY2/wUkz0JYjWTr3nHvle0+YMKq04/xYK6tr6xubla3q9s7u3r59cNhRcSoxaeOYxbIXIkUYFaStqWakl0iCeMhINxzf5n73kUhFY/GgJwnxORoKGlGMtJEC+8xTKQ8yOoUeR3oURll3OleOijKwa07dKQCXiVuSGijRCuxvbxDjlBOhMUNK9V0n0X6GpKaYkWnVSxVJEB6jIekbKhAnys+Ke6bw1CgDGMXSPKFhof6dyBBXasJD05lvqRa9XPzP66c6uvYzKpJUE4FnH0UpgzqGeThwQCXBmk0MQVhSsyvEIyQR1ibCqgnBXTx5mXQadfei3ri/rDVvyjgq4BicgHPggivQBHegBdoAgyfwAt7Au/VsvVof1uesdcUqZ47AHKyvX5qYnac=</latexit>
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(Animation by
Vincent Dumoulin) 

Single CNN layer
with 3x3 filter:

h0
<latexit sha1_base64="qbGjBof6uWNMbDuRhmy/fSLnPss=">AAAB9XicbVDLSgMxFL3xWeur6tJNsAiuykwVdFl047KCfUA7lkyaaUMzmSHJKGWY/3DjQhG3/os7/8ZMOwttPRA4nHMv9+T4seDaOM43WlldW9/YLG2Vt3d29/YrB4dtHSWKshaNRKS6PtFMcMlahhvBurFiJPQF6/iTm9zvPDKleSTvzTRmXkhGkgecEmOlh35IzNgP0nE2SJ1sUKk6NWcGvEzcglShQHNQ+eoPI5qETBoqiNY914mNlxJlOBUsK/cTzWJCJ2TEepZKEjLtpbPUGT61yhAHkbJPGjxTf2+kJNR6Gvp2Mk+pF71c/M/rJSa48lIu48QwSeeHgkRgE+G8AjzkilEjppYQqrjNiumYKEKNLapsS3AXv7xM2vWae16r311UG9dFHSU4hhM4AxcuoQG30IQWUFDwDK/whp7QC3pHH/PRFVTsHMEfoM8f3d+Svw==</latexit>

h1
<latexit sha1_base64="phhTuK/mdfKyPkPZcnwtHvB/ft8=">AAAB9XicbVDLSgMxFL3xWeur6tJNsAiuykwVdFl047KCfUA7lkyaaUMzmSHJKGWY/3DjQhG3/os7/8ZMOwttPRA4nHMv9+T4seDaOM43WlldW9/YLG2Vt3d29/YrB4dtHSWKshaNRKS6PtFMcMlahhvBurFiJPQF6/iTm9zvPDKleSTvzTRmXkhGkgecEmOlh35IzNgP0nE2SN1sUKk6NWcGvEzcglShQHNQ+eoPI5qETBoqiNY914mNlxJlOBUsK/cTzWJCJ2TEepZKEjLtpbPUGT61yhAHkbJPGjxTf2+kJNR6Gvp2Mk+pF71c/M/rJSa48lIu48QwSeeHgkRgE+G8AjzkilEjppYQqrjNiumYKEKNLapsS3AXv7xM2vWae16r311UG9dFHSU4hhM4AxcuoQG30IQWUFDwDK/whp7QC3pHH/PRFVTsHMEfoM8f32SSwA==</latexit>

hi
<latexit sha1_base64="Jr5tVz/PSl7Bu7UvRtELReweTFI=">AAAB9XicbVDLSgMxFL3xWeur6tJNsAiuykwVdFl047KCfUA7lkyaaUMzmSHJKGWY/3DjQhG3/os7/8ZMOwttPRA4nHMv9+T4seDaOM43WlldW9/YLG2Vt3d29/YrB4dtHSWKshaNRKS6PtFMcMlahhvBurFiJPQF6/iTm9zvPDKleSTvzTRmXkhGkgecEmOlh35IzNgP0nE2SHk2qFSdmjMDXiZuQapQoDmofPWHEU1CJg0VROue68TGS4kynAqWlfuJZjGhEzJiPUslCZn20lnqDJ9aZYiDSNknDZ6pvzdSEmo9DX07mafUi14u/uf1EhNceSmXcWKYpPNDQSKwiXBeAR5yxagRU0sIVdxmxXRMFKHGFlW2JbiLX14m7XrNPa/V7y6qjeuijhIcwwmcgQuX0IBbaEILKCh4hld4Q0/oBb2jj/noCip2juAP0OcPNIuS+A==</latexit>

. . .
<latexit sha1_base64="D8NZwhGRc3SadH+lq9NyH2X2S6M=">AAAB7HicbVBNS8NAFHzxs9avqkcvi0XwVJIq6LHoxWMF0xbaUDbbTbt0swm7L0IJ/Q1ePCji1R/kzX/jts1BWwcWhpk37HsTplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4bua3n7g2IlGPOEl5ENOhEpFgFK3k9wYJmn6l6tbcOcgq8QpShQLNfuXL5lgWc4VMUmO6nptikFONgkk+Lfcyw1PKxnTIu5YqGnMT5PNlp+TcKgMSJdo+hWSu/k7kNDZmEod2MqY4MsveTPzP62YY3QS5UGmGXLHFR1EmCSZkdjkZCM0ZyokllGlhdyVsRDVlaPsp2xK85ZNXSate8y5r9YerauO2qKMEp3AGF+DBNTTgHprgAwMBz/AKb45yXpx352MxuuYUmRP4A+fzB/K2jsY=</latexit>

hi 2 RF
<latexit sha1_base64="lLk1F27F8DWO3iiEmWaQeT2KfeA=">AAACCnicbVDLSsNAFJ34rPUVdelmtAiuSlIFXRYFcVnFPqCJZTKdtEMnkzAzEcqQtRt/xY0LRdz6Be78GydtFtp64MLhnHu5954gYVQqx/m2FhaXlldWS2vl9Y3NrW17Z7cl41Rg0sQxi0UnQJIwyklTUcVIJxEERQEj7WB0mfvtByIkjfmdGifEj9CA05BipIzUsw+8CKlhEOph1tM0gx7lcCoF+ja711dZz644VWcCOE/cglRAgUbP/vL6MU4jwhVmSMqu6yTK10goihnJyl4qSYLwCA1I11COIiJ9PXklg0dG6cMwFqa4ghP194RGkZTjKDCd+ZVy1svF/7xuqsJzX1OepIpwPF0UpgyqGOa5wD4VBCs2NgRhQc2tEA+RQFiZ9MomBHf25XnSqlXdk2rt5rRSvyjiKIF9cAiOgQvOQB1cgwZoAgwewTN4BW/Wk/VivVsf09YFq5jZA39gff4A7OubCg==</latexit>

are (hidden layer) activations of a pixel/node

Update for a single pixel:

• Transform messages individually

• Add everything up

Wihi
<latexit sha1_base64="xKCFIedieVtHFAhdImf5Ncktejs=">AAACBnicbVDLSsNAFL3xWesr6lKEwSK4KkkVdFl047KCfUAbwmQ6aYdOHsxMhBKycuOvuHGhiFu/wZ1/4ySNoK0HBs49517m3uPFnEllWV/G0vLK6tp6ZaO6ubW9s2vu7XdklAhC2yTikeh5WFLOQtpWTHHaiwXFgcdp15tc5373ngrJovBOTWPqBHgUMp8RrLTkmkeDAKux56fdzE1Zhn7KcVG6Zs2qWwXQIrFLUoMSLdf8HAwjkgQ0VIRjKfu2FSsnxUIxwmlWHSSSxphM8Ij2NQ1xQKWTFmdk6EQrQ+RHQr9QoUL9PZHiQMpp4OnOfEs57+Xif14/Uf6lk7IwThQNyewjP+FIRSjPBA2ZoETxqSaYCKZ3RWSMBSZKJ1fVIdjzJy+STqNun9Ubt+e15lUZRwUO4RhOwYYLaMINtKANBB7gCV7g1Xg0no03433WumSUMwfwB8bHN2yDmbw=</latexit>X

i

Wihi

<latexit sha1_base64="JKFanzPqX1q+4BB3Ph8Ek9VEgxk=">AAACD3icbVC7TsMwFHV4lvIKMLJYVCCmKilIMFawMBaJPqQmihzXaa3aTmQ7SFXUP2DhV1gYQIiVlY2/wUkz0JYjWTr3nHvle0+YMKq04/xYK6tr6xubla3q9s7u3r59cNhRcSoxaeOYxbIXIkUYFaStqWakl0iCeMhINxzf5n73kUhFY/GgJwnxORoKGlGMtJEC+8xTKQ8yOoUeR3oURll3OleOijKwa07dKQCXiVuSGijRCuxvbxDjlBOhMUNK9V0n0X6GpKaYkWnVSxVJEB6jIekbKhAnys+Ke6bw1CgDGMXSPKFhof6dyBBXasJD05lvqRa9XPzP66c6uvYzKpJUE4FnH0UpgzqGeThwQCXBmk0MQVhSsyvEIyQR1ibCqgnBXTx5mXQadfei3ri/rDVvyjgq4BicgHPggivQBHegBdoAgyfwAt7Au/VsvVof1uesdcUqZ47AHKyvX5qYnac=</latexit>

Full update:
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Consider this
undirected graph: 

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)

#7

Consider this  
undirected graph:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)
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Consider this
undirected graph: 

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)

#7

Consider this  
undirected graph:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)

#7

Consider this  
undirected graph:

Calculate update 
for node in red:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)

Consider update
for node in red: 
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Consider this
undirected graph: 

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)

#7

Consider this  
undirected graph:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)

#7

Consider this  
undirected graph:

Calculate update 
for node in red:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)

Consider update
for node in red: 
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Consider this
undirected graph: 

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)

#7

Consider this  
undirected graph:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)

#7

Consider this  
undirected graph:

Calculate update 
for node in red:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)

Consider update
for node in red: 

Update 
rule: h(l+1)

i = �

0

@h(l)
i W(l)

0 +
X

j2Ni

1

cij
h(l)
j W(l)

1

1

A

<latexit sha1_base64="lUzRimNym0C30fSthU1n8bTMLS8="></latexit>

h(l)
i W(l)

0
<latexit sha1_base64="mmGoq6Ce8duIxE2zOfjjLADnik8=">AAACEnicdZDLSgMxFIYz9VbrrerSTbAI7aYkVWy7K7pxWcFeoK0lk2ba0MyFJCOUYZ7Bja/ixoUibl25823MtFNQ0QOBn+8/h5zz24HgSiP0aWVWVtfWN7Kbua3tnd29/P5BW/mhpKxFfeHLrk0UE9xjLc21YN1AMuLagnXs6WXid+6YVNz3bvQsYAOXjD3ucEq0QcN8qe8SPbGdaBIPIx7fRkVRiuESdgxEKRzmC6iMEMIYw0Tg6jkyol6vVXAN4sQyVQBpNYf5j/7Ip6HLPE0FUaqHUaAHEZGaU8HiXD9ULCB0SsasZ6RHXKYG0fykGJ4YMoKOL83zNJzT7xMRcZWaubbpTHZVv70E/uX1Qu3UBhH3glAzjy4+ckIBtQ+TfOCIS0a1mBlBqORmV0gnRBKqTYo5E8LyUvi/aFfK+LRcuT4rNC7SOLLgCByDIsCgChrgCjRBC1BwDx7BM3ixHqwn69V6W7RmrHTmEPwo6/0LDQeeVw==</latexit>

X

j2Ni

1

cij
h(l)
j W(l)

1

<latexit sha1_base64="m8+2eIuTvaUoDkvNnVHg8639jko="></latexit>

Ni :
<latexit sha1_base64="LIwEDb9tQm+zGOBHUmSGPbzqgVM=">AAAB+XicbVDLSsNAFL2pr1pfUZduBovgqiRVUFwV3biSCvYBbQiT6bQdOpmEmUmhhPyJGxeKuPVP3Pk3TtostPXAwOGce7lnThBzprTjfFultfWNza3ydmVnd2//wD48aqsokYS2SMQj2Q2wopwJ2tJMc9qNJcVhwGknmNzlfmdKpWKReNKzmHohHgk2ZARrI/m23Q+xHhPM04fMT1l249tVp+bMgVaJW5AqFGj69ld/EJEkpEITjpXquU6svRRLzQinWaWfKBpjMsEj2jNU4JAqL50nz9CZUQZoGEnzhEZz9fdGikOlZmFgJvOcatnLxf+8XqKH117KRJxoKsji0DDhSEcorwENmKRE85khmEhmsiIyxhITbcqqmBLc5S+vkna95l7U6o+X1cZtUUcZTuAUzsGFK2jAPTShBQSm8Ayv8Gal1ov1bn0sRktWsXMMf2B9/gDP6ZPF</latexit>

cij :
<latexit sha1_base64="ykMbpf9DzBz1KRZEldWDnlbfw10=">AAAB73icbVDLSgNBEOyNrxhfUY9eBoPgKexGQfEU9OIxgnlAsoTZySQZMzu7zvQKYclPePGgiFd/x5t/4yTZgyYWNBRV3XR3BbEUBl3328mtrK6tb+Q3C1vbO7t7xf2DhokSzXidRTLSrYAaLoXidRQoeSvWnIaB5M1gdDP1m09cGxGpexzH3A/pQIm+YBSt1GLdVJCHyVW3WHLL7gxkmXgZKUGGWrf41elFLAm5QiapMW3PjdFPqUbBJJ8UOonhMWUjOuBtSxUNufHT2b0TcmKVHulH2pZCMlN/T6Q0NGYcBrYzpDg0i95U/M9rJ9i/9FOh4gS5YvNF/UQSjMj0edITmjOUY0so08LeStiQasrQRlSwIXiLLy+TRqXsnZUrd+el6nUWRx6O4BhOwYMLqMIt1KAODCQ8wyu8OY/Oi/PufMxbc042cwh/4Hz+AKUfj7U=</latexit>

neighbor indices norm. constant (fixed/trainable)
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Consider this
undirected graph: 

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)

#7

Consider this  
undirected graph:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)

#7

Consider this  
undirected graph:

Calculate update 
for node in red:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)

Consider update
for node in red: 

Update 
rule: h(l+1)

i = �

0

@h(l)
i W(l)

0 +
X

j2Ni

1

cij
h(l)
j W(l)

1

1

A

<latexit sha1_base64="lUzRimNym0C30fSthU1n8bTMLS8="></latexit>

h(l)
i W(l)

0
<latexit sha1_base64="mmGoq6Ce8duIxE2zOfjjLADnik8=">AAACEnicdZDLSgMxFIYz9VbrrerSTbAI7aYkVWy7K7pxWcFeoK0lk2ba0MyFJCOUYZ7Bja/ixoUibl25823MtFNQ0QOBn+8/h5zz24HgSiP0aWVWVtfWN7Kbua3tnd29/P5BW/mhpKxFfeHLrk0UE9xjLc21YN1AMuLagnXs6WXid+6YVNz3bvQsYAOXjD3ucEq0QcN8qe8SPbGdaBIPIx7fRkVRiuESdgxEKRzmC6iMEMIYw0Tg6jkyol6vVXAN4sQyVQBpNYf5j/7Ip6HLPE0FUaqHUaAHEZGaU8HiXD9ULCB0SsasZ6RHXKYG0fykGJ4YMoKOL83zNJzT7xMRcZWaubbpTHZVv70E/uX1Qu3UBhH3glAzjy4+ckIBtQ+TfOCIS0a1mBlBqORmV0gnRBKqTYo5E8LyUvi/aFfK+LRcuT4rNC7SOLLgCByDIsCgChrgCjRBC1BwDx7BM3ixHqwn69V6W7RmrHTmEPwo6/0LDQeeVw==</latexit>

X

j2Ni

1

cij
h(l)
j W(l)

1

<latexit sha1_base64="m8+2eIuTvaUoDkvNnVHg8639jko="></latexit>

Ni :
<latexit sha1_base64="LIwEDb9tQm+zGOBHUmSGPbzqgVM=">AAAB+XicbVDLSsNAFL2pr1pfUZduBovgqiRVUFwV3biSCvYBbQiT6bQdOpmEmUmhhPyJGxeKuPVP3Pk3TtostPXAwOGce7lnThBzprTjfFultfWNza3ydmVnd2//wD48aqsokYS2SMQj2Q2wopwJ2tJMc9qNJcVhwGknmNzlfmdKpWKReNKzmHohHgk2ZARrI/m23Q+xHhPM04fMT1l249tVp+bMgVaJW5AqFGj69ld/EJEkpEITjpXquU6svRRLzQinWaWfKBpjMsEj2jNU4JAqL50nz9CZUQZoGEnzhEZz9fdGikOlZmFgJvOcatnLxf+8XqKH117KRJxoKsji0DDhSEcorwENmKRE85khmEhmsiIyxhITbcqqmBLc5S+vkna95l7U6o+X1cZtUUcZTuAUzsGFK2jAPTShBQSm8Ayv8Gal1ov1bn0sRktWsXMMf2B9/gDP6ZPF</latexit>

cij :
<latexit sha1_base64="ykMbpf9DzBz1KRZEldWDnlbfw10=">AAAB73icbVDLSgNBEOyNrxhfUY9eBoPgKexGQfEU9OIxgnlAsoTZySQZMzu7zvQKYclPePGgiFd/x5t/4yTZgyYWNBRV3XR3BbEUBl3328mtrK6tb+Q3C1vbO7t7xf2DhokSzXidRTLSrYAaLoXidRQoeSvWnIaB5M1gdDP1m09cGxGpexzH3A/pQIm+YBSt1GLdVJCHyVW3WHLL7gxkmXgZKUGGWrf41elFLAm5QiapMW3PjdFPqUbBJJ8UOonhMWUjOuBtSxUNufHT2b0TcmKVHulH2pZCMlN/T6Q0NGYcBrYzpDg0i95U/M9rJ9i/9FOh4gS5YvNF/UQSjMj0edITmjOUY0so08LeStiQasrQRlSwIXiLLy+TRqXsnZUrd+el6nUWRx6O4BhOwYMLqMIt1KAODCQ8wyu8OY/Oi/PufMxbc042cwh/4Hz+AKUfj7U=</latexit>

neighbor indices norm. constant (fixed/trainable)

Desirable properties: 
• Weight sharing over all locations 

• Invariance to permutations 

• Linear complexity O(E) 

• Applicable both in transductive  
and inductive settings 
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Consider this
undirected graph: 

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)
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Consider this  
undirected graph:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)

Structured Deep Models Thomas Kipf

Graph convolutional networks (GCNs)

#7

Consider this  
undirected graph:

Calculate update 
for node in red:

Kipf & Welling (ICLR 2017), related previous works by Duvenaud et al. (NIPS 2015) and Li et al. (ICLR 2016)

Consider update
for node in red: 

Update 
rule: h(l+1)

i = �

0

@h(l)
i W(l)

0 +
X

j2Ni

1

cij
h(l)
j W(l)

1

1

A

<latexit sha1_base64="lUzRimNym0C30fSthU1n8bTMLS8="></latexit>

h(l)
i W(l)

0
<latexit sha1_base64="mmGoq6Ce8duIxE2zOfjjLADnik8=">AAACEnicdZDLSgMxFIYz9VbrrerSTbAI7aYkVWy7K7pxWcFeoK0lk2ba0MyFJCOUYZ7Bja/ixoUibl25823MtFNQ0QOBn+8/h5zz24HgSiP0aWVWVtfWN7Kbua3tnd29/P5BW/mhpKxFfeHLrk0UE9xjLc21YN1AMuLagnXs6WXid+6YVNz3bvQsYAOXjD3ucEq0QcN8qe8SPbGdaBIPIx7fRkVRiuESdgxEKRzmC6iMEMIYw0Tg6jkyol6vVXAN4sQyVQBpNYf5j/7Ip6HLPE0FUaqHUaAHEZGaU8HiXD9ULCB0SsasZ6RHXKYG0fykGJ4YMoKOL83zNJzT7xMRcZWaubbpTHZVv70E/uX1Qu3UBhH3glAzjy4+ckIBtQ+TfOCIS0a1mBlBqORmV0gnRBKqTYo5E8LyUvi/aFfK+LRcuT4rNC7SOLLgCByDIsCgChrgCjRBC1BwDx7BM3ixHqwn69V6W7RmrHTmEPwo6/0LDQeeVw==</latexit>
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neighbor indices norm. constant (fixed/trainable)

Desirable properties: 
• Weight sharing over all locations 

• Invariance to permutations 

• Linear complexity O(E) 

• Applicable both in transductive  
and inductive settings 

Limitations: 
• Requires gating mechanism /  

residual connections for depth

• Only indirect support for edge 
features



Graph Neural Networks (GNNs)
Graph Convolutional 
Networks[1]

1. Aggregate messages

2. Transform messages
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[1] Kipf, Thomas N., et al. "Semi-supervised 
classification with graph convolutional networks."



Graph Neural Networks (GNNs)
Graph Isomorphism 
Networks[2]

1. Aggregate messages

2. Transform messages
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[2] Xu, Keyulu, et al. "How powerful are graph neural 
networks?."



Graph Neural Networks (GNNs)
Simplified Graph 
Convolutional Networks[2]

1. Aggregate messages

2. Transform messages
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[3] Wu, Felix, et al. "Simplifying graph convolutional 
networks."



GCNs with edge embeddings

48Battaglia et al. (NIPS 2016), Gilmer et al. (ICML 2017), Kipf et al. (ICML 2018)
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GCNs with edge embeddings

49Battaglia et al. (NIPS 2016), Gilmer et al. (ICML 2017), Kipf et al. (ICML 2018)

Formally:

Pros: 
• Supports edge features
• More expressive than GCN 
• As general as it gets (?)
• Supports sparse matrix ops
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GCNs with edge embeddings

50Battaglia et al. (NIPS 2016), Gilmer et al. (ICML 2017), Kipf et al. (ICML 2018)

Formally:

Pros: 
• Supports edge features
• More expressive than GCN 
• As general as it gets (?)
• Supports sparse matrix ops

Cons: 
• Need to store intermediate  

edge-based activations
• Difficult to implement with 

subsampling
• In practice limited to small graphs
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Computation graphs

51



Computation graphs
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Shared 
parameters

Shared 
parameters



Batch execution

53

Batch size = 3



Batch execution
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Batch size = 3

Node embedding matrix

(row-normalized) Adjacency matrix



Batch execution
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Batch size = 3

Fixed Trainable



Downstream tasks
• Node-level prediction
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Downstream tasks
• Node-level prediction

• Edge-level prediction

57

D and E are related enough 
to be connected? 



Downstream tasks
• Node-level prediction

• Edge-level prediction

• Attribute-level prediction
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D and E are related enough 
to be connected? 



Downstream tasks
• Node-level prediction

• Edge-level prediction

• Attribute-level prediction

• Graph-level prediction
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D and E are related enough 
to be connected? 



Downstream tasks
• Node-level prediction

• Edge-level prediction

• Attribute-level prediction

• Graph-level prediction
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D and E are related enough 
to be connected? 



Downstream tasks
• Node-level prediction

• Edge-level prediction

• Attribute-level prediction

• Graph-level prediction
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Node-level prediction tasks

• Classify papers into topics on citation networks

• Cluster posts into subgroups on Reddit networks

• Classify products into categories on Amazon 
co-purchase graphs

62



Graph-level prediction tasks

63

(ex) sum, average, min/max pooling 
of node embeddings 



Graph-level prediction tasks

• Predict 
properties of 
a molecule 
(graph) where 
nodes are atoms 
and edges are 
chemical bonds

64

(ex) sum, average, min/max pooling 
of node embeddings 



More on aggregation and 
Transformation operations

65



Graph Neural Networks – Width

66

Target Node



Graph Neural Networks (GNNs)
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Target Node

🤔
Should we 

aggregate all 
neighbors? 



Graph Neural Networks (GNNs)

68

Target Node

🤔
How many 
hops should 
we xplore?



Graph Neural Networks (GNNs)
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Target Node

🤔
How should 

we aggregate 
neighbors?

?

?

?

?



Graph Neural Network Architectures

70

• Width
– Which neighbors should we aggregate messages from?

• Depth
– How many hops should we check?

• Aggregation
– How should we aggregate messages from neighbor



Graph Neural Network Architectures
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• Width
– Which neighbors should we aggregate messages from?

• Depth
– How many hops should we check?

• Aggregation
– How should we aggregate messages from neighbor



Aggregation Width in GNNs
• If we aggregate all neighbors, GNNs have scalability issues

• Neighbor explosion
– In 𝐿 -layer GNNs, one node aggregates information from 𝑂(𝐾𝐿) 

nodes where 𝐾 is the average number of neighbors per node
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Aggregation Width in GNNs
• If we aggregate all neighbors, GNNs have scalability issues

• Neighbor explosion
– Hub nodes who are connected to a huge number of nodes

73



Aggregation Width in GNNs

74

Sample the neighbors 

• Limit the neighborhood expansion by sampling 
a fixed number of neighbors



Aggregation Width in GNNs
• Random sampling

– Assign same sampling probabilities to all neighbors 
– GraphSage[4]

• Importance sampling
– Assign different sampling probabilities to all neighbors
– FastGCN[5], LADIES[6], AS-GCN[7], GCN-BS[8], PASS[9]

75

[4] Will Hamilton, et al. “Inductive representation learning on large graphs”
[5] Jie Chen, et al. “Fastgcn: fast learning with graph convolutional networks via importance sampling” 
[6] Difan Zou, et al. “Layer-Dependent Importance Sampling for Training Deep and Large Graph Convolutional Networks” 
[7] Wenbing Huang, et al. “Adaptive sampling towards fast graph representation learning”
[8] Ziqi Liu, et al. “Bandit Samplers for Training Graph Neural Networks”
[9] Minji Yoon, et al. “Performance-Adaptive Sampling Strategy Towards Fast and Accurate Graph Neural Networks” 



Aggregation Width in GNNs
Importance sampling

: assign higher sampling probabilities to neighbors who

• Minimize variance in sampling
– FastGCN[5], LADIES[6], AS-GCN[7], GCN-BS[8]

• Maximize GNN performance
– PASS[9]

76

[4] Will Hamilton, et al. “Inductive representation learning on large graphs”
[5] Jie Chen, et al. “Fastgcn: fast learning with graph convolutional networks via importance sampling” 
[6] Difan Zou, et al. “Layer-Dependent Importance Sampling for Training Deep and Large Graph Convolutional Networks” 
[7] Wenbing Huang, et al. “Adaptive sampling towards fast graph representation learning”
[8] Ziqi Liu, et al. “Bandit Samplers for Training Graph Neural Networks”
[9] Minji Yoon, et al. “Performance-Adaptive Sampling Strategy Towards Fast and Accurate Graph Neural Networks” 



Graph Neural Network Architectures
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• Width
– Which neighbors should we aggregate messages from?

• Depth
– How many hops should we check?

• Aggregation
– How should we aggregate messages from neighbor



Aggregation Depth in GNNs
• Informative neighbors could be indirectly connected with a target 

node
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Aggregation Depth in GNNs
• Informative neighbors could be indirectly connected with a target node

• Can’t we just look multiple hops away from the target node?

81



Aggregation Depth in GNNs
• 2-layer or 3-layer GNNs are commonly used in real worlds

82

🫢
Wasn’t it Deeeep 

Learning?



Aggregation Depth in GNNs
• When we increase the depth 𝐿 more than this, GNNs face neighbor 

explosion 𝑂(𝐾𝐿)
– Over-smoothing
– Over-squashing

83



Aggregation Depth in GNNs
Over-smoothing[10]

• When GNNs become deep, 
nodes share many neighbors

• Node embeddings become indistinguishable

84
[10] Qimai Li, et al. “Deeper Insights into Graph Convolutional Networks for Semi-Supervised Learning” 

• Node embeddings become indistinguishable



Aggregation Depth in GNNs
• Over-smoothing[10]

• Node embeddings of Zachary’s karate club network with GNNs

85
[10] Qimai Li, et al. “Deeper Insights into Graph Convolutional Networks for Semi-Supervised Learning” 



Aggregation Depth in GNNs
Mitigate over-smoothing

PairNorm[11]

• Keep total pairwise squared distance (TPSD) constant across layers

• Push away pairs that are not connected

86
[11] Lingxiao Zhao, et al. “PairNorm: Tackling Oversmoothing in GNNs” 

Connected pairs Disconnected pairs



Aggregation Depth in GNNs
Mitigate over-smoothing

PairNorm[11]

87
[11] Lingxiao Zhao, et al. “PairNorm: Tackling Oversmoothing in GNNs” 



Aggregation Depth in GNNs
Over-squashing[12]

• A node’s exponentially-growing neighborhood is compressed into a 
fixed-size vector

88
[12] Uri Alon, et al. “On the Bottleneck of Graph Neural Networks and its Practical Implications” 



Aggregation Depth in GNNs
Over-squashing[12]

89
[12] Uri Alon, et al. “On the Bottleneck of Graph Neural Networks and its Practical Implications” 

Depth 

Hints 



Aggregation Depth in GNNs
Decoupling the two concepts of depths in GNNs[13]

• Depth-1: neighborhood that each node aggregates information from

• Depth-2: number of layers in GNNs

90
[13] Hanqing Zeng, et al. “Decoupling the Depth and Scope of Graph Neural Networks” 



Aggregation Depth in GNNs
Decoupling the two concepts of depths in GNNs[13]

• Depth-1: neighborhood that each node aggregates information from

• Depth-2: number of layers in GNNs

91
[13] Hanqing Zeng, et al. “Decoupling the Depth and Scope of Graph Neural Networks” 

Depth of neighborhood
(Depth-1)



Aggregation Depth in GNNs
Decoupling the two concepts of depths in GNNs[13]

• Depth-1: neighborhood that each node aggregates information from

• Depth-2: number of layers in GNNs

92
[13] Hanqing Zeng, et al. “Decoupling the Depth and Scope of Graph Neural Networks” 

Depth of neighborhood
(Depth-1)

Depth of GNN 
(Depth-2)



Graph Neural Network Architectures
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• Width
– Which neighbors should we aggregate messages from?

• Depth
– How many hops should we check?

• Aggregation
– How should we aggregate messages from neighbor

?
?

?

?



Aggregation strategy in GNNs
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Aggregation strategy in GNNs
• GCN[1]

– Average embeddings of neighboring nodes

95
[1] Kipf, Thomas N., et al. "Semi-supervised classification with graph convolutional networks."



Aggregation strategy in GNNs
• GAT[14]

– Different weights to different nodes in a neighborhood
– Multi-head attention

96
[14] Petar Veličković., et al. "GRAPH ATTENTION NETWORKS." 



Aggregation strategy in GNNs
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Aggregation strategy in GNNs

Power of GNNs

=

Power of aggregation strategies

99



Aggregation strategy in GNNs
• By measuring the power of GNNs, we can find the best aggregation 

strategy!!

100

🤗



Aggregation strategy in GNNs
• By measuring the power of GNNs, we can find the best aggregation 

strategy!!

• But.. what is the power of GNNs and how can we measure it?

101

🤔



Aggregation strategy in GNNs
• How powerful are Graph Neural Networks?[2]

• Metric
– Graph-level prediction task
– Can a GNN model distinguish two non-isomorphic graphs?

102
[2] Keyulu Xu., et al. "How Powerful are Graph Neural Networks?” 



Aggregation strategy in GNNs
• How powerful are Graph Neural Networks?[2]

• Metric
– Graph-level prediction task
– Can a GNN model distinguish two non-isomorphic graphs?

103
[2] Keyulu Xu., et al. "How Powerful are Graph Neural Networks??” 

=                          ≠ 



Aggregation strategy in GNNs
• How powerful are Graph Neural Networks?[2]

– Any aggregation-based GNN is at most as powerful as the WL test[15]

– Maximum power = aggregation strategy is injective

104

[2] Keyulu Xu., et al. "How Powerful are Graph Neural Networks?”
[15] Boris Weisfeiler and AA Leman. “A reduction of a graph to a canonical form and an algebra arising during this reduction” 

Weisfeiler-Lehman (WL) 
graph isomorphism test



Aggregation strategy in GNNs
• How powerful are Graph Neural Networks?[2]

– Any aggregation-based GNN is at most as powerful as the WL test[15]

– Maximum power = aggregation strategy is injective
– (ex) summation

105
[2] Keyulu Xu., et al. "How Powerful are Graph Neural Networks?” 

Mean and Max both fail, while Sum can distinguish them!! 



Aggregation strategy in GNNs
• Can we make more powerful GNNs?

– Very active area, with many open problems

106



Aggregation strategy in GNNs
• Can we make more powerful GNNs?

• Augment nodes with randomized/positional features[16]

107
[16] Ryoma Sato, et al. "Random Features Strengthen Graph Neural Networks” 



Aggregation strategy in GNNs
• Can we make more powerful GNNs?

• Augment nodes with randomized/positional features[16]

108
[17] Giorgos Bouritsas, et al. "Improving Graph Neural Network Expressivity via Subgraph Isomorphism Counting”



Aggregation strategy in GNNs
• Can we make more powerful GNNs?

• Directly aggregates k-hop information by using adjacency matrix 
powers[18]

109
[18] Sami Abu-El-Haija, et al. "MixHop: Higher-Order Graph Convolutional Architectures via Sparsified Neighborhood Mixing”



Aggregation strategy in GNNs
• Can we make more powerful GNNs?

• Extending local aggregation in GNNs from star patterns to general 
subgraph patterns[19]

110
[19] Lingxiao Zhao, et al. "From Stars to Subgraphs: Uplifting Any GNN with Local Structure Awareness”



Aggregation strategy in GNNs
• [20] proves that there isn’t a clear single “winner” aggregator

111
[20] Gabriele Corso, et al. "Principal Neighbourhood Aggregation for Graph Nets”



Aggregation strategy in GNNs
• Homophily assumption

– Connected nodes are similar/related/informative

112



Aggregation strategy in GNNs
• Homophily assumption

– Connected nodes are similar/related/informative

• How can we deal with heterophilous networks?[21,22]

– Connected nodes have different class labels and dissimilar features

113

[21] Jiong Zhu., et al. "Beyond Homophily in Graph Neural Networks: Current Limitations and Effective Designs” 
[22] Yao Ma, et al. “IS HOMOPHILY A NECESSITY FOR GRAPH NEURAL NETWORKS?” 



Graph Neural Network Architectures
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• Width
– Which neighbors should we aggregate messages from?

• Depth
– How many hops should we check?

• Aggregation
– How should we aggregate messages from neighbor



Neural Architecture Search for GNNs
• Which width, depth, and aggregation strategy are proper for a given 

graph and task?

115

🤔

Width?
Depth?

Aggregation?



Neural Architecture Search for GNNs
• Finding proper width, depth, and aggregation strategy for a given 

graph and task automatically[1,2,3]

116

[23] Minji Yoon., et al. "Autonomous Graph Mining Algorithm Search with Best Speed/Accuracy Trade-off” [24] Kaixiong 
Zhou, et al. “Auto-GNN: Neural Architecture Search of Graph Neural Networks”
[25] Yang Gao, et al. “GraphNAS: Graph Neural Architecture Search with Reinforcement Learning”

🤗

Here is the GNN you 
requested



Neural Architecture Search for GNNs
• AutoGM[23]

117
[23] Minji Yoon., et al. "Autonomous Graph Mining Algorithm Search with Best Speed/Accuracy Trade-off”



How to train GNNs?

118



How to train GNNs
• Semi-supervised learning

– Input node features are given for all nodes in a graph
– Only a subset of nodes have labels

119



How to train GNNs
• Unsupervised learning[26] 

– Contrastive learning

120
[26] Petar Veličković., et al. "DEEP GRAPH INFOMAX"



How to train GNNs
• Transfer learning

– Transfer a pre-trained GNN model between graphs[27]

121
[27] Jiezhong Qiu, et al. "GCC: Graph Contrastive Coding for Graph Neural Network Pre-Training"



How to train GNNs
• Transfer learning

– Transfer between different node types across a heterogeneous graph[28]

122
[28] Minji Yoon, et al. "Zero-shot Domain Adaptation of Heterogeneous Graphs via Knowledge Transfer Networks "



Applications to 
“classical” network problems 

123



One fits all: Classification and link prediction 
with GNNs/GCNs
Input: Feature matrix , preprocessed adjacency matrix

124

Input Output

ReLU ReLU

Hidden layer Hidden layer



One fits all: Classification and link prediction 
with GNNs/GCNs
Input: Feature matrix , preprocessed adjacency matrix

125

Input Output

ReLU ReLU

Hidden layer Hidden layer Node classification: 
softmax (zn)
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e.g. Kipf & Welling (ICLR 2017) 



One fits all: Classification and link prediction 
with GNNs/GCNs
Input: Feature matrix , preprocessed adjacency matrix

126

Input Output

ReLU ReLU

Hidden layer Hidden layer Node classification: 
softmax (zn)
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e.g. Kipf & Welling (ICLR 2017) 

Graph classification: 
softmax (

P
n zn)
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e.g. Duvenaud et al. (NIPS 2015)



One fits all: Classification and link prediction 
with GNNs/GCNs
Input: Feature matrix , preprocessed adjacency matrix

127

Input Output

ReLU ReLU

Hidden layer Hidden layer Node classification: 
softmax (zn)
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e.g. Kipf & Welling (ICLR 2017) 

Graph classification: 
softmax (

P
n zn)

<latexit sha1_base64="ENmAJ0lODQxH18m1+ZC9ixWgXzg="></latexit>

e.g. Duvenaud et al. (NIPS 2015)

Link prediction: 

Kipf & Welling (NIPS BDL 2016)
“Graph Auto-Encoders”

p (Aij) = �
�
zTi zj

�
<latexit sha1_base64="wLZF1TLeDRyLIsCNji+W3IeZgIQ="></latexit>



What do learned representations look like?
Forward pass through untrained 3-layer GCN model 
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What do learned representations look like?

#13

f(           ) =

Forward pass through untrained 3-layer GCN model

Parameters initialized randomly
2-dim output per node

[Zachary’s Karate Club]

Parameters initialized randomly
2-dim output per node

[Zachary’s Karate Club]



Semi-supervised classification on graphs
• Setting: 

Some nodes are labeled (black circle) 
All other nodes are unlabeled 

• Task: 
Predict node label of unlabeled nodes 
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Semi-supervised classification on graphs

Setting:  
Some nodes are labeled (black circle) 
All other nodes are unlabeled 

Task: 
Predict node label of unlabeled nodes

Evaluate loss on labeled nodes only: 
set of labeled node indices 

label matrix

GCN output (after softmax) 



Structured Deep Models Thomas Kipf #15

Toy example (semi-supervised learning)

Video also available here: 
http://tkipf.github.io/graph-convolutional-networks

Toy example (semi-supervised learning)
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Application: Classification on citation networks
Input: Citation networks (nodes are papers, edges are 
citation links, optionally bag-of-words features on nodes) 

Target: Paper category (e.g. stat.ML, cs.LG, ...) 

Model: 2-layer GCN 
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Kipf & Welling, Semi-Supervised Classification with Graph Convolutional Networks, ICLR 2017 

(Figure from: Bronstein, Bruna, LeCun, 
Szlam, Vandergheynst, 2016) 
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Classification results (accuracy) 

no input
features

(Figure from: Bronstein, Bruna, LeCun, 
Szlam, Vandergheynst, 2016) 

Kipf & Welling, Semi-Supervised Classification with Graph Convolutional Networks, ICLR 2017 



Still many open problems..
• And many more chances to do groundbreaking research

• ex) other graph formats 
– 3-dimensional graphs
– Temporal graphs 
– ...
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Next Lecture: 
Pretraining Language Models
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